BIOL 4800/01 Syllabus Fall 2016

Microbial Bioinformatics Tools BIOL 4800/01, Fall 2016
When: 1230-1320 W, 1230-1520 F
Where: Coates 169
Instructor: J. Cameron Thrash, Ph.D.
Email: thrashc@lsu.edu
Twitter handle: @DrJCThrash
My office: A112 Life Sciences Annex
Office hours: By appointment (see below)
Prerequisite: Permission of the Department
Recommended textbooks:
Practical Computing for Biologists, Haddock & Dunn;
Phylogenomics, DeSalle & Rosenfeld
Course website(s): Moodle
eCommunication Policy: The best way to contact me is
through email and/or twitter. I will try to respond to email
or twitter messages within 6 hours, except on weekends or
between 2200 and 0700. I may respond much quicker,
because like you I am glued to my devices, but I do have a
Circular representation of multiple bacterial
life outside of teaching and research (when I’m lucky). If
genomes (Grote et al. 2012 mBio)
you want an appointment, email me with 1) a short
description of your issue, and 2) the desired time and 3)
duration of the meeting. This will be subject to my availability. I accept and encourage twitter follows, but I do
not accept any other social media friend requests.
Course description. In modern biology, the need for competence in computational tools is becoming as
ubiquitous as that for traditional techniques like PCR. This course will provide basic training in navigating the
command-line environment, utilizing common tools for genomics and ecology, submitting jobs to High
Performance Computing clusters, and managing input and output files. It is NOT a programming class. Prior
computational experience is helpful, but not required, as the goal of this course is to bring neophytes to a
basic level of competence with some common bioinformatics methods. While the focus will be applying these
to microbiological research, many tools are system/organism independent. Classes will take place in a
computer lab and will have access to the LSU High Performance Computing (HPC) infrastructure. Each week
will consist of two hours of theory/practical lecture and two hours of practical hands-on computer laboratory
exercises (plus take-home exercises). The 4800/01 course can be taken for credit by upper-level
undergraduates and graduate students equally (3 credit hours).
Course learning outcomes. By the end of this course, you should be able to:
• Understand the basics of a HPC infrastructure
• Remotely access a HPC cluster using the command line
• Navigate and manipulate the file structure within a Linux environment
• Complete basic file manipulation tasks using Linux commands
• Write basic shell scripts for parsing input and output files and sending jobs to the compute nodes
• Be able to assess program performance using data subsets to accurately estimate usage
requirements
• Download genomic information from public databases directly to a HPC cluster
• Execute parallel (threaded) analyses using BLAST, HMMER3, and multiple alignment tools
• Understand the modern sequencing platform methodologies, capabilities and limitations
• Execute phylogenetic inferences from multiple alignments with different platforms
• Perform basic automated microbial genome assembly and annotation with the A5 pipeline
• Assess the core and pan-genome of a group of closely related microorganisms
• Complete operational taxonomic unit clustering and analysis using Mothur.
How we’re going to get there (Course Philosophy and Format)
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Philosophy. This course is designed to get you to a basic working knowledge of many of the common tools
used in modern bioinformatics, particularly as applied to microbial genomics. This is a combined
lecture/laboratory course, with the laboratory portion spent utilizing computers instead of a typical wet lab.
While there will be some lecture component during the Wednesday class, as much as possible this period will
have active learning exercises instead of me simply standing around talking. Extensive research on education
and the neuroscience of learning has shown there are much more effective ways for us to learn than by sitting
and listening to a person stand in the front of the room and talk. You don’t have to come to class to learn that
way anyway, for there are endless lectures and resources available online, many from the most eminent
scientists in their fields. Some of these will be part of your pre-class assignments. Therefore, I endeavor to
make class time as effective as possible for stimulating your investment in the material and activating all
modes of thinking. The added benefit of being able to do this work yourselves in the lab portion of the class
will help complete the process.
Classroom mechanics. The one-hour Wednesday class will be chiefly concerned with introducing the tools we
will be learning to use. The three-hour Friday class will sometimes have a practical lecture for instructional
purposes and then at least two hours to work on your assignments (detailed below), which will be graded
according to a specific rubric, and involve a short written component. There will be some assigned
readings/podcasts/web-videos/lecture slides you will be responsible for before each class period, listed as
“Readings, etc.” in the class schedule, below. I will also introduce these pre-lecture assignments each week by
email. There will be a short online Moodle quiz on the material for Wednesdays that closes one hour before
class.
Computational Requirements. Our classes will be conducted in a computer lab. Prior to the first class, you need
to have requested an account with LSU HPC for access to the super computer SuperMike-II
(https://accounts.hpc.lsu.edu/allocations.php). You will use this account for completing classroom exercises
and major assignments. For in-class exercises, you will be using the lab computers or a personal laptop and
logging on through a terminal. For your major assignments, you will need another computer with terminal
login capabilities so that you may access SuperMike-II remotely. All exercises involving significant
computational effort will require the use of a class computing allocation. Details for operating in the HPC
environment will be presented during the first two weeks of the course.
You will be graded on the following:
Quizzes
10%
Weekly Assignments
90%

There will be 1000 total points, graded accordingly:
A- 900-929; A 930-969; A+ > 969
B- 800-829; B 830-869; B+ 870-899
C- 700-729; C 730-769; C+ 770-799
D- 600-629; D 630-669; D+ 670-699
F < 600

Late assignments. Assignments will sacrifice 25% of their points per day they are late.
Dealing with challenges. Making mistakes and running into roadblocks is inherent to the process of learning.
By design, this course will challenge you to figure out solutions, not simply give you the path from point A to
point Z. The reason for this is that the struggle to overcome whatever challenge you face is where the true
learning happens. Therefore, while your first impulse when you encounter a problem will probably be to
email me, this will not be met with the type of response you are looking for UNLESS you have done all of the
following problem-solving efforts first, in this order:
1. Think. Review your commands, inputs, and outputs. See if you can figure out what went wrong.
Often it’s simply that a space is missing somewhere, a comma is misplaced, or you’re using a ‘ instead
of a `. Try to find this yourself before bothering anyone else.
2. Consult the internet. The people who have developed and use the programs you are learning have
created a massive amount of online resources. Often googling your error message will allow you to
find the problem. Creative google searching can usually do the rest.
3. Consult your peers. Is everyone in the class having the same problem, or has someone else
discovered the solution? While this may seem like the same thing as asking the professor, asking
your classmates fosters peer-to-peer instruction, which reinforces concepts for those who get the
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4.

opportunity to teach their solution and gives a different perspective to those who are seeking
answers.
Consult Dr. Thrash. If you’re still having problems, by all means contact me or set up an
appointment for office hours. Solutions are sometimes very simple but obscure.

Other important information
Absences/Code of Student Conduct. You are expected to have read, understand, and adhere to the LSU Absence
Policy (http://saa.lsu.edu/important-lsu-policies) and the Code of Student Conduct (http://saa.lsu.edu/codestudent-conduct). Our goal should be to learn, not simply to get grades. In science, as in life, your integrity is
one of, if not the, most valuable asset you have. Preserve it, protect it, cultivate it.
Students with Disabilities. If anyone has a disability that may require accommodation, you should immediately
contact the office of Services for Students with Disabilities to officially document the needed accommodation.
The instructor must be presented with this documentation during the first week of class.
Time requirements. It is expected that you will have read or viewed the assigned material prior to class for the
background necessary to properly participate in the activities and think critically about the concepts
addressed. As a general policy, for each hour you are in class, you (the student) should plan to spend at least
two hours preparing for the next class. Since this course is for three credit hours, you should expect to spend
around six hours outside of class each week reading or working on assignments for the class.
Class schedule
The schedule is preliminary and subject to change depending on how quickly we are moving through the
material. Details on your pre-class readings, etc., are supplied below.
Class
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25

26
27

Week
1
1
2
2
3
3
4
4
5
5
6
6
7
7
8
8
9
9
10
10
11
11
12
12
13
13
14
14
15
15

Date
August 24th (W)
August 26th (F)
August 31st (W)
September 2nd (F)
September 7th (W)
September 9th (F)
September 14th (W)
September 16th (F)
September 21st (W)
September 23rd (F)
September 28th (W)
September 30th (F)
October 5th (W)
October 7th (F)
October 12th (W)
October 14th (F)
October 19th (W)
October 21st (F)
October 26th (W)
October 28th (F)
November 2nd (W)
November 4th (F)
November 9th (W)
November 11th (F)
November 16th (W)
November 18th (F)
November 23rd (W)
November 25th (F)
November 30th (W)
December 2nd (F)

Subject
The command line environment
HPC Tutorial
Basic Linux commands
More Linux, shell text editors
More Linux, database access, bash scripts
Download, manipulate fasta/Genbank files
Local alignment & dynamic programming
BLAST
Multiple sequence alignment
clustalW, MUSCLE, Gblocks
Single gene phylogeny
RAxML, FastTree, clustalw
Genome sequencing
Fall Break
Hidden Markov Models
HMMER3
Intro to A5
A5 pipeline and evaluation stats
Annotation: the SEED viewer
Analyzing and comparing annotations
Microbiomes I: background
Microbiomes I: OTUs and ecological analysis
Microbiomes II: Mothur
Microbiomes II: Mothur/analysis
Assessing core and pan genomes
Orthology determination, Get Homologues
Thanksgiving
Thanksgiving
Presenting WA13
Presenting WA13

Readings, etc.
1-6

Assignment
WA01

7-11
WA02
12
WA03
13-15
WA04
16-19
WA05
20-24
25, 26

WA06
WA07

27, 28
WA08
29, 30
WA09
31, 32
WA10
33-35
WA11
36, 37
WA12
38-40
WA13
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Readings, etc. to be completed before class
1. Read the Syllabus
2. Apply for an HPC account (https://accounts.hpc.lsu.edu/login_request.php)
3. Software Carpentry Unix shell tutorials (https://v4.software-carpentry.org/shell/index.html)Introduction, Files and Directories, Creating and Deleting
4. Review the HPC Jumpstart .pdf and the HPC@LSU website (http://www.hpc.lsu.edu), familiarizing
yourself with Accounts and Allocations, the LSU HPC Usage Policy, the User Guide for SuperMike II, and
the Computational Biology tools available.
5. Haddock and Dunn, Chapter 4 (Optional)
6. Haddock and Dunn, Chapter 20 (Optional)
7. Software Carpentry Unix shell tutorials (https://v4.software-carpentry.org/shell/index.html)- Pipes and
Filters through remaining tutorials.
8. Software Carpentry regex tutorials (https://v4.software-carpentry.org/regexp/index.html)- all.
9. Haddock and Dunn, Chapter 2 (Optional)
10. Haddock and Dunn, Chapter 3 (Optional)
11. Haddock and Dunn, Chapter 5 (Optional)
12. DeSalle and Rosenfeld, Chapter 4 (Optional)
13. Web research on the BLAST suite.
14. Eddy, S. R. (2004). What is dynamic programming? Nature Biotechnology, 22(7), 909–910. (Optional)
15. DeSalle and Rosenfeld, Chapter 5 (Optional)
16. Wikipedia intro to MSA: https://en.wikipedia.org/wiki/Multiple_sequence_alignment
17. Edgar, R. C. (2004). MUSCLE: multiple sequence alignment with high accuracy and high throughput.
Nucleic Acids Research, 32(5), 1792–1797.
18. Castresana, J. (2000). Selection of conserved blocks from multiple alignments for their use in
phylogenetic analysis. Molecular Biology and Evolution, 17(4), 540–552.
19. DeSalle and Rosenfeld, Chapter 6 (Optional)
20. Wikipedia intro to phylogenetic trees: https://en.wikipedia.org/wiki/Phylogenetic_tree
21. Slides from Dr. Jonathan Eisen
22. Price, M. N., Dehal, P. S., & Arkin, A. P. (2010). FastTree 2--approximately maximum-likelihood trees for
large alignments. Plos One, 5(3), e9490.
23. Stamatakis, A. (2006). RAxML-VI-HPC: maximum likelihood-based phylogenetic analyses with thousands
of taxa and mixed models. Bioinformatics, 22(21), 2688–2690.
24. DeSalle and Rosenfeld, Chapter 8 (Optional)
25. Metzker, M. L. (2010). Sequencing technologies - the next generation. Nature Reviews Genetics, 11(1), 31–
46.
26. Evolution of DNA Sequencing Methods, talk by Jonathan Eisen:
https://www.youtube.com/watch?v=s9UbA7VyISQ
27. Eddy, S. R. (1998). Profile hidden Markov models. Bioinformatics, 14(9), 755.
28. Eddy, S. R. (2011). Accelerated Profile HMM Searches. PLOS Computational Biology, 7(10), e1002195.
29. Tritt, A., Eisen, J. A., Facciotti, M. T., & Darling, A. E. (2012). An Integrated Pipeline for de Novo Assembly
of Microbial Genomes. Plos One, 7(9), e42304.
30. Coil, D., Jospin, G., & Darling, A. E. (2015). A5-miseq: an updated pipeline to assemble microbial genomes
from Illumina MiSeq data. Bioinformatics, 31(4), 587–589.
31. Edwards, D. J., & Holt, K. E. (2013). Beginner's guide to comparative bacterial genome analysis using nextgeneration sequence data. Microbial Informatics and Experimentation, 3(1), 2.
32. Overbeek, R., Olson, R., Pusch, G. D., Olsen, G. J., Davis, J. J., Disz, T., et al. (2014). The SEED and the Rapid
Annotation of microbial genomes using Subsystems Technology (RAST). Nucleic Acids Research,
42(Database issue), D206–14.
33. Goodrich, J. K., Di Rienzi, S. C., Poole, A. C., Koren, O., Walters, W. A., Caporaso, J. G., et al. (2014).
Conducting a Microbiome Study. Cell, 158(2), 250–262.
34. Seekatz, A. M., Aas, J., Gessert, C. E., Rubin, T. A., Saman, D. M., Bakken, J. S., & Young, V. B. (2014). Recovery
of the Gut Microbiome following Fecal Microbiota Transplantation. mBio, 5(3), e00893–14–e00893–14.
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35. Schloss, P. D., Westcott, S. L., Ryabin, T., Hall, J. R., Hartmann, M., Hollister, E. B., et al. (2009). Introducing
mothur: Open-Source, Platform-Independent, Community-Supported Software for Describing and
Comparing Microbial Communities. Applied and Environmental Microbiology, 75(23), 7537–7541.
36. Mothur MiSeq SOP
37. Kozich JJ, Westcott SL, Baxter NT, Highlander SK, Schloss PD. (2013). Development of a dual-index
sequencing strategy and curation pipeline for analyzing amplicon sequence data on the MiSeq Illumina
sequencing platform. Applied and Environmental Microbiology. 79(17):5112-20.
38. Tettelin, H., Masignani, V., Cieslewicz, M. J., Donati, C., Medini, D., Ward, N. L., et al. (2005). Genome
analysis of multiple pathogenic isolates of Streptococcus agalactiae: implications for the microbial "pangenome". Proceedings of the National Academy of Sciences, 102(39), 13950–13955.
doi:10.1073/pnas.0506758102
39. Grote, J., Thrash, J. C., Huggett, M. J., Landry, Z. C., Carini, P., Giovannoni, S. J., & Rappé, M. S. (2012).
Streamlining and Core Genome Conservation among Highly Divergent Members of the SAR11 Clade.
mBio, 3(5), e00252–12.
40. Contreras-Moreira, B., & Vinuesa, P. (2013). GET_HOMOLOGUES, a versatile software package for scalable
and robust microbial pangenome analysis. Applied and Environmental Microbiology, 79(24), 7696–7701.
doi:10.1128/AEM.02411-13
Staying Organized
Part of any good computational biology workflow is keeping your inputs and outputs organized, and all your
processes and the contents of each file and directory documented. This not only allows someone else to
understand and reproduce your work, but prevents you from forgetting the valuable steps you took to
produce your work as well. It’s a horrible feeling to enter a directory a year after working on a project and not
remember the contents of the files or how they were created. Throughout the semester, we will utilize a
common core set of organizational procedures to facilitate keeping organized. Each week will have a separate
directory in your home directory where you will store inputs and outputs, and possibly include
subdirectories. You will document the contents of each file and subdirectory in a README document,
including one for each directory. Finally, for each assignment you will create a brief summary report,
described below. All three of these documents will be instrumental in your grade.
(You may find that when you branch out on your own, a different system may suit you. Regardless, it is
important to leave a transparent trail of all your work so that it can be recreated at any point in the future.
The point here is simply to enforce good practices in computational biology, and we have to pick one system
in advance.)
Reports
Each week you will be completing a series of tasks using a tool or set of tools. As part of your assignments you
need to include a short written report with the elements below. If the report includes only text, create it with
a text editor (e.g. nano) and save as ~/<working directory>/report.txt. If it includes graphics, save as a .docx
or .pdf file, and upload to ~/<working directory>/report.docx (or .pdf).
1. Name(s), date
2. General (1-line) summary of objective(s) and purpose(s)
3. Working directory
4. Programs used, including basic scripts, and relevant reference(s)
5. Commands, inputs, outputs and results/evaluation of output for NEW operations.*
• Organize in sections according to the rubric in outline form.
• Include specific file names.
• For batch jobs, indicate the important command(s) and the name of the PBS script.
• For repeating tasks, only detail the first instance, then indicate that this was repeated and note
variation in input/output file names. Similarly, output only has to be shown for a first instance.
• *For operations you are repeating from previous assignments (blastp, muscle, etc.), you may
simply reference a previous report for your workflow, but you need to be specific enough that
one could find the correct command and repeat it.
6. Personal reflection. What did you learn in addition to using the assigned tool(s)? What would you do
differently? What are you still confused about?
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Weekly Assignments (WA)
WA01. Learning the command line and HPC tutorial (40 pts)
a. Path homework (relative vs. absolute). Create a ~/week1/paths.txt file on SuperMike-II with
the following, one per line:
i. A relative path to your home directory on Mike
ii. The absolute path to your home directory on Mike
iii. A relative path to your work directory
iv. The absolute path to your work directory
v. A relative path to another student’s home directory
vi. The absolute path to another student’s home directory
b. Logging. Create a tab-delimited ~/week1/report.txt file that includes the unique commands
you have used (history is very helpful here). Make sure to include what you have learned
about the HPC@LSU and what you are still confused about. Create a tab-delimited
~/week1/README file that contains each of the files in each directory, a tab over, and a
brief description of contents.
WA02. Building on our Linux skills and incorporating shell text editors (60 pts)
a. In groups of two (number-assigned), research and teach the class about one of the following
(a good starting point will be the “cheat sheets” and their respective web locations):
i. head, tail
ii. wc
iii. grep
iv. > vs. >>
v. sort
vi. uniq
vii. sed
viii. piping
You will need to explain the tool/concept, what it can be used for or where it is used, and
provide an example using a basic fasta file. Each group will have 4 minutes. Perform the
whole presentation on the command line (i.e., don’t create powerpoints for this). We will
start on Wednesday and continue into Friday if necessary.
b. Create a set of five piped commands that utilize any three of the Linux tools (filters) you
learned last week to manipulate a fasta file. Document these commands, their purpose, and
the input and output in your report. Use nano to create the text while logged in to
SuperMike-II.
c. Logging. Create a tab-delimited ~/week2/report.txt file that includes the unique commands
you have used (history is very helpful here). Create a tab-delimited ~/week2/README file
that contains each of the files in each directory, a tab over, and a brief description of
contents.
WA03. Bash scripts, downloading, and Linux practice (70 pts)
Create two separate bash scripts using the tools we’ve covered thus far (or others that you know about),
run them, and document their input/output in a ~/week3/README file:
a. A bash script you run in your working directory
b. A PBS submission script, submitted via qsub
Download the genome sequences for a group of closely related (same Family) microorganisms from
GenBank and practice manipulating fasta files with basic linux commands.
c. Compile the names, GenBank entries, and phylogeny in a tab-delimited file for five
organisms.
d. Download protein fastas, GenBank files, nucleotide fastas, and scaffold fastas for the
organisms you identified (total=20 files).
e. Use piping, linux commands, fastaToTab, tabToFasta, and genbank_to_fasta.py, complete the
following:
i. Convert your genbank files to .fasta
ii. Compare the number of genes in the .faa files you downloaded with the converted
files
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iii. Split your .faa files into into fasta files of 100 genes each
iv. Create a single file with all the gene annotations from all your genomes
f. Logging. README and report files.
WA04. Learning to execute the three basic aspects of the blast suite- making a database, searching
sequences against a database, and querying the database for additional information using alternative
search input. (80 pts)
a. Make a database from your genome scaffolds using makeblastdb.
b. Execute a protein blast against a translated nucleotide database with tblastn using 100 aa
sequences from a given genome against another student’s scaffold database (with different
organisms than yours).
c. Perform an assessment of blast efficiency using blastp against IMG v4, following the 10, 100,
1000 rule. You will need to split protein fasta sequences into subsets of 10, 100, and 1000
protein sequences and run blastp with these subsets against the database using 1, 2, 4, and
16 processors (12 total blastp job submissions). Using your standard out information, create
two graphs of the performance, one with number of sequences vs. time for a given set of
processors, the other with the amount of time per sequence search vs. number of processors.
Produce a written summary of your results to accompany your graphs.
d. Using the information from your 10, 100, 1000 assessment, execute a threaded BLAST
search of the hypothetical proteins in your five genome dataset against the IMG v4 database
with the ideal number of processors and time requested.
e. Collect the sequences for the top 100 hits to one of these proteins using blastdbcmd. This
will require you to use a set of piped linux commands in conjunction with blastdbcmd,
which, among other things, accepts sequence accession numbers as input and outputs a
variety of information, including the sequence data in fasta format.
f. README and report files.
WA05. Produce and visualize threaded multiple-sequence alignments, edit for poorly curated sites, and
evaluate variance between two different alignment programs. (70 pts)
a. In-class research on fasta vs. phylip formatted alignments
i. Description of the difference between the two
ii. List of three tools/sites that do conversion
b. In-class research on alignment viewers- find three
c. Pick three different protein sequences in any of your genomes, including RecA, get the top 20
hits from the IMG v4 database. For each gene, place the query and hit sequences into a single
.faa file (21 total sequences for each of the 3 protein fastas).
d. Align each file both MUSCLE and CLUSTAL. Visualize the alignments with graphical software,
compare by eye. Describe how the alignment for a given gene differs between programs.
e. Edit with Gblocks using the settings from Sassera et al. 2011 and note the alignment
variation. You may need to convert your alignments from phylip to fasta format first.
f. README and report files.
WA06. Execute phylogenetic inferences using three different programs for 2 of the genes from your
genomes and 60 top hits to IMG v4. (70 pts)
a. Constructing a tree on paper
b. Identify a ribosomal protein with > 100 amino acids, and one other gene in your genome that
have to do with central metabolism, pathogenicity, or respiration. Perform a blast of their
protein sequences against IMG v4, and collect the top 50 hits (initial sequence included). You
will also need to pick 2 outgroups from blast hits with considerably less identity to your
query sequence than the top 50 hits.
c. Perform MUSCLE alignments and cull with Gblocks using the settings from Sassera et al.
2011.
d. Execute phylogenetic analysis with PBS submissions to the cluster using ClustalW (to create
a tree this time, not an alignment), FastTree2, and RAxML. The latter will need to be run in a
threaded format with 16 processors. Some of these will need input data in phylip format. Use
1000 bootstraps for ClustalW and RAxML.
e. Using a tree-viewer, output and compare the topology and node confidence between the
different trees for a given gene. Be sure to root your tree on your outgroup sequence.

Page 7 of 10

BIOL 4800/01 Syllabus Fall 2016
Compile a short summary with tree graphics describing these variables and add to your
report.
f. README and report files.
WA07. Take Home Essay (there will be an in-class exercise worth 10 pts). WA10: Take Home Essay. Find a
“microbiome” study in the primary literature, and identify an important organism in the system. Create a
maximum two-page proposal for sequencing of this organism’s genome (50 pts). In your proposal you
must include:
a. Your motivation for sequencing this particular strain. What makes it important? Why should
we care about this organism? Include ecological data that demonstrate where/when this
organism is found. What will sequencing this organism help you to understand about the
system it’s in (think about things like physiology, population genetics, etc.)?
b. Phylogenetic context. Where in the tree of life does this organism sit? What are its closest
relatives? Are any of these already sequenced?
c. Sequencing parameters. What technology would you like to use? Why? How much DNA will
you need, how many lanes/runs/etc. will you use, and how much coverage do you expect to
get?
d. All information needs to be completely referenced with primary literature, except in
formulating how much coverage you will get for a given technology. This can come from
websites, but must be cited nonetheless. No references, no credit for entire assignment.
WA08. Creating, searching, and scanning HMMs for several of your hypothetical proteins using HMMER3.
(70 pts)
a. HMM scavenger hunt
b. Create HMMs for three of the hypothetical proteins in your various genomes that are ≥ 100
amino acids, using the top 30 blastp hits to IMG as the foundation for your multiple
alignments
c. hmmsearch one of these HMMs against RefSeq. Compare your results to blastp searches
against RefSeq, using only the top 15 hits from each search.
d. As a class, combine all of your HMMs into a single file and create a HMM database to search
against using hmmscan. One person must host this database in their BIOL4800 directory.
e. hmmscan a new hypothetical protein sequence (you will have to identify a different
hypothetical from one of your genomes) against this database, and note the best hit.
f. README and report files. Be sure to include which models your proteins match best. Note
which group created that model, and what sequences were used to create it.
WA09. Execute a genome assembly using the A5 pipeline and analyze the completed assembly using
assemstats2.py (70pts). You will work in groups of two to complete this assignment, as well as need to
consult two other groups to compare your assemblies. The completed assignment will include a copy of
the output files from the A5 assembly, a table of your genome statistics, two tables comparing your
genome stats to two other groups, a brief half page write up, and a completed submission to RAST.
a. In-class text assembly with your group
i. http://ivory.idyll.org/blog/the-assembly-exercise.html (Titus Brown)
b. Reflective writing
i. What worked and didn’t with your “genome” assembly?
ii. If the “genome” had errors how would you correct for them?
iii. What would have happened if there were repeat segments in your genome?
c. Download the raw sequencing data for a microbial genome of choice in GenBank.
d. Complete an assembly of a microbial genome using A5.
e. Once assembled, examine the assembly stats created by A5.
i. What do these statistics tell you about how well or poorly A5 assembled your
genome sequences?
f.
Evaluate your assembly compared to those of your classmates. Pick two others and create a
table comparing all three assemblies.
i. How do your genomes compare?
ii. What made your genome have a “better” or “worse” assembly when compared to
that of others?
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iii.

This discussion should be roughly a half page long and address the above questions
as well as the question in e.
g. Submit your assembly to RAST to be annotated.
h. README and report files (include- the reflective writing done earlier).
WA10. Obtain the annotated output from RAST, compare several subsystems with other strains, present a
summary of the basic features of your assembly, and perform several rudimentary analyses between the
genes from your assembly and those of your other genomes (70 pts). Working with your
proposal/assembly group:
a. SEED viewer scavenger hunt.
b. Determine the four most closely related organisms with sequenced genomes in the SEED
database to the genome you’ve assembled. Hint, you’re going to want to identify conserved
genes that can be used to look for other organisms.
c. Put together a table comparing your assembled contig data with four other closely related
genomes, including the following information for all of them: Organism name, Isolation
source, Genome size (Mbp), number of contigs, GC content %, Total number of genes,
Number of protein coding genes, Number of tRNAs
d. Compare, for your assembled genome and the closest relative, the gene presence/absence
profile for the following subsystems: glycolysis and gluconeogenesis, flagellar motility, and
multi-drug efflux pumps.
e. Pick three proteins from your assembly, including one ribosomal protein, blast these
proteins against RefSeq and construct phylogenies for each gene with at least 15 members,
including an outgroup. This will result in three total trees. You may use whatever alignment
and tree-building algorithm you wish, making sure to cull with Gblocks. Output the trees and
summarize how the topologies are similar and/or different from each other. Also note
whether or not the genomes of your other four organisms are present in the RefSeq results,
and whether or not they are still the closest neighbors to your genome.
f. README and report files.
WA11. Learning to measure and estimate microbial diversity in preparation of using Mothur. (50 pts)
a. In-class short reflective essay on the definition of OTUs and how they are used in microbial
ecology- explain from memory. Then take 10 minutes to do web research on primary
literature. Re-define OTUs again, citing your references.
b. Mark, release, recapture/rarefaction/relative abundance worksheet. Questions and writings
posed in the worksheet need to be part of the report, along with final tables and graphs.
WA12. OTU analysis of LSU Mikereauxbiome data using Mothur. (90 pts) You will be working in groups of
two, analyzing data from four samples in one of several different sample types. Most of your workflow
will come from following the Mothur MiSeq SOP, but there will be some steps that are modified and/or
left out from the SOP. We will identify some of these in class.
a. Create a workflow for your analysis. Include as many specific commands as possible, and
annotate these with their purpose.
b. Obtain the sequence data for the samples with which you will be working, being sure to
include both forward and reverse reads. Perform a complete Mothur run, through OTU
clustering and taxonomic assignment.
c. Complete the following analyses of your data:
i. Rarefy your data
ii. Chao1 richness and inverse Simpson diversity
iii. Rarefaction curves of OTUs vs. sampling effort
iv. Table of # seqs, coverage, # OTUs, Inverse Simpson
v. Relative abundance heatmap with Jaccard index
vi. Venn diagram of shared OTUs, including predicted # of overlapping OTUs
vii. Create four rank abundance curves- one each for the top 20 OTUs in each of your
samples. Compare your top 10 taxa with those from the other groups.
WA13. Complete core and pan-genome analysis of closely related genomes with Get Homologues, reporting
the various additional outputs. Incorporate additional material from some of the other tools you’ve dealt
with thus far. Format for final presentation to the class. You may work individually or in groups. You will
need to cd to the get_homlogues directory in /project/jcthrash/tools/ , complete your work, and then
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move your output to your home directory. ONLY ONE RUN CAN BE COMPLETED AT A TIME, so if you
want to use this option, you must coordinate with your classmates. Another option is to install the
get_homlogues pipeline directly in your home directory. (100 pts)
a. Get Homologues scavenger hunt
b. Pick a genome from one taxon in the top 5 OTUs of your Mothur analysis, plus six additional
closely related strains (same genus), and perform two clustering runs using get_homologues,
one with COG triangles, one with OrthoMCL
c. Create Venn diagram output showing the intersection of these clusters
d. Using the intersecting clusters only, create a dendrogram showing relationships among your
taxa with gene presence-absence information
e. Using the intersecting clusters, create core and pan-genome extrapolation curves like those
in Tettelin et al. 2005, Figs 2, 3.
f. Create a comparison of the following:
i. The dendrogram created in 3, above
ii. Phylogenetic trees based on the amino acid sequences from RecA, a ribosomal
protein, and a DNA polymerase
g. Integrate this material with microbial ecology data from your Mothur analysis. What is the
relative abundance of your organisms in the datasets you examined? Where do they sit on
the rank-abundance curves?
h. Identify at least three candidate pathways present in your organism that can help explain
why it is dominant in your ecological data. Describe how the gene content of these pathways
is different or similar to the other 4 organisms with which you are comparing it.
i. Create a polished presentation of this information, with no more than one slide per element,
with brief summaries for each section, that is no more than 15 minutes long.
j.
Prepare one question for each group based on their presentation.
k. README and report files.
Additional Resources
1. Learning regex: http://www.regexr.com
2. Linux cheat sheet: http://peoplesofttutorial.com/learn-basic-linux-commands-using-linux-cheatsheet/
3. Rosalind programming training: http://rosalind.info/problems/locations/
4. Software Carpentry training: http://software-carpentry.org/index.html
5. Elements of Bioinformatics: http://elements.eaglegenomics.com
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